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Abstract—We implement several optimizations to improve the cache
behavior of a matrix multiply algorithm on an Intel Xeon processor
from the Core i7 family. We focus strictly on sequential performance,
and implement several code optimizations. Of these, we find variable-
size blocking, loop reordering, select copy and unrolling optimizations
for one matrix, and the restrict keyword to contribute significantly to
performance. We also study several compiler optimizations. Overall, we
are able to boost the performance of the matrix multiply from an average
of 735 MFLOP/s, over 26 various matrix sizes, to a throughput of
2545 MFLOP/s.

I. INTRODUCTION

Cache sizing and performance play a paramount role in the
behavior of computer applications. As we have been approaching
the memory wall, we find that data access latency is fast becoming
the bottleneck to application execution. To that end, it is critical to
increase the number of read and write hits in upper-level caches, in
order to decrease the effective latency of a memory operation. Today,
caches take up approximately half of the area of a processor chip. Un-
fortunately, fast caches remain expensive despite process technology
improvements, and so we must continue to use a hierarchical cache
architecture, where small, fast caches interact with larger, slower
caches. Therefore, it is still quite easy to exceed the capacity of
these caches. In such cases, the only way to improve performance is
to redesign software to reduce the number of memory accesses that
need to go to lower levels of memory.

The matrix multiply algorithm illustrates this need to improve on
memory access patterns. Assuming perfect caching, the matrix mul-
tiply would clearly be an instruction-level-parallelism (ILP) bound
application, as it consists of nothing but adds, multiplies, and a single
write per 2×M arithmetic operations (assuming that the intermediate
values can be saved within registers), where the dimension of the
solution matrix is M ×M . However, when the realities of a limited
cache are taken into account, the latency due to reading matrix values
severely hampers throughput.

We illustrate a series of program optimizations that, by reducing
the cache pressure, greatly improves the overall performance of the
matrix multiply algorithm across a wide value of matrix dimensions.
First, we make a series of code optimizations, evaluating them
individually to determine the degree of their improvements. Then,
we study a series of compiler flags that can help tune our code
for better performance. Finally, we take the combination of all of
our improvements, and then remove each one individually to remove
those optimizations whose benefits have been superseded by other
optimizations. This allows us to determine the series of improvements
that actually contribute significantly to the increased throughput.

Note that all source code shown in Code Block sections is intended
as pseudocode and may be missing some compiler directives. All
critical compiler directives are discussed in Section VIII.

II. EXPERIMENTAL SETUP

The tunings performed in this paper are targeted for an Intel Xeon
E5504 quad-core processor, which is part of the Core i7 family. All
experiments are only executed on a single core. Table I shows the
relevant parameters of the processor for this project. All binaries
were compiled using GCC version 4.4.3 on an Intel Xeon E5405
quad-core processor–part of the Core 2 family. For cache behavior

TABLE I
INTEL XEON E5504 PROCESSOR SPECIFICATIONS [1]

Frequency 2.0 GHz
Number of cores 4

Cache line size 64 B
IL1/DL1 size 32 KB / 32 KB

IL1/DL1 associativity 4-way / 8-way
L2 size 256 KB, private

L2 associativity 8-way
L3 size 4 MB, shared

L3 associativity 16-way
Vector extensions SSE 4.2

Theoretical peak throughput 8 GFLOP/s (w/ SSE)

analysis, we used Cachegrind, a part of the Valgrind memory analysis
toolkit (version 3.2.1) [3].

III. BASIC MATRIX MULTIPLY ALGORITHM

The algorithm for multiplying two matrices A and B and storing
them in matrix C, where the matrices are all of dimension M ×M ,
is shown in Code Block 1.

Code Block 1. Basic Matrix Multiply
1 for (int i = 0; i < M; ++i) {
2 for (int j = 0; j < M; ++j) {
3 for (int k = 0; k < M; ++k) {
4 C[j*M + i] += A[k*M + i] * B[j*M + k];
5 }
6 }
7 }

In the C language, there is no canonical notion of two-dimensional
arrays, as computer memory is designed for contiguous accesses. For
the purposes of this exercise, all arrays are laid out in row-major
order. In Code Block 1, matrix B is accessed in row-major order,
while matrices A and C are accessed in a column-major format. We
will examine this further in Sections V and VI-A.
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Fig. 1. MFLOP/s vs Matrix Size for Basic, Blocked (BS = 16), and Loop
Reordering optimizations

The Basic trace in Figure 1 shows the throughput of the algorithm.
We can see that performance tapers off precipitously as our matrix
sizes increase. This implies that the caches are not being utilized
optimally for larger matrix sizes. The average observed throughput
is 735 MFLOP/s.

IV. LOOP REORDERING

The default code, as seen in Section III, uses a loop ordering of i,
j, k. If we study the access pattern on matrix A, we can see that on
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each inner loop on k, we will access the next row of A. This means
we are not actually taking advantage of spatial or temporal locality
in our caching. On the first iteration, we pull the first part of the first
row of A into a cache line, use only the first entry in the line, then
miss again in the cache trying to grab the next row of A, which is a
loss of spatial locality.

By the time we get back to the first row of A, an entire inner
loop of k has executed, scanning only one entry in each row of A,
and we’ve probably evicted the cache line corresponding to the first
line of A, so we have to fetch the cache line again, ruining temporal
locality.

This isn’t a problem when we can fit the entirety of A into cache,
but as the matrix size M grows, it’s clear from the Basic trace in
Figure 1 that we take a huge hit in performance.

To improve our locality, it would make sense to set i as the inner
loop. Note quickly that accesses to matrix B don’t depend on i at
all, so doing the reordering is safe. By making i the inner loop, we
preserve spatial locality, because the algorithm will use the entire
cache line that it reads in. This is also good for temporal locality
because we keep accessing the same line until it is exhausted.

We can also build some intuition here. A is accessed by the
following expression: k∗M+i. Large jumps in memory are controlled
by k, and in-order scans of memory are controlled by i. In general,
if we are building a nested loop structure to iterate on A, we’d like
to keep the increment variable i closer to the access than the large
jump variable k.

From this intuition, we can say that in order to optimize access to
matrices A, B, and C, we’d like to put the loops corresponding to
incrementing the pointer to memory closer than the loops which make
big jumps in memory. Since both A and C increment on i, that is
the loop which we should make innermost, followed by k, because
B increments on k. Thus, j is the outermost loop by process of
elimination.
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Fig. 2. MFLOP/s vs Matrix Size for different loop reorderings.

We can see in Figure 2 that the j, k, i loop reordering shown
in Code Block 2 is the best one. It is worth noting the comparable
performance of the k, j, i reordering. i being the innermost loop
helps quite a bit, but now that k is the outermost loop, we are having
similar caching issues with the B matrix, hence the drop-off as the
matrix size increases.

Code Block 2. Loop-Reordered Matrix Multiply
1 for (j = 0; j < M; ++j) {
2 for (k = 0; k < M; ++k) {

3 for (i = 0; i < M; ++i) {
4 C[j*M + i] += A[k*M + i] * B[j*M + k];
5 }
6 }
7 }

V. BLOCKING

One compelling optimization is to break the multiply into small
blocks. As seen in Section III, the performance of the basic algorithm
tapers off dramatically as the matrix size increases.

Examining the Blocked trace in Figure 1, we can see that perfor-
mance improves versus the Basic trace as the matrix size grows. The
divide and conquer approach yields appreciable results.

The simplest implementation of this is to keep the basic matrix
multiply code as the inner loop, and use functions to chunk the
matrices into blocks—essentially smaller matrices—using wrapper
functions, as seen in Code Block 3.

Code Block 3. Blocking Code
1 n_blocks = M / BLOCK_SIZE +
2 (M % BLOCK_SIZE ? 1 : 0);
3 int bi, bj, bk;
4 for (bj = 0; bj < n_blocks; ++bj) {
5 j = bj * BLOCK_SIZE;
6 for (bk = 0; bk < n_blocks; ++bk) {
7 k = bk * BLOCK_SIZE;
8 for (bi = 0; bi < n_blocks; ++bi) {
9 i = bi * BLOCK_SIZE;

10 I = (i + BLOCK_SIZE > M ? M-i : BLOCK_SIZE);
11 J = (j + BLOCK_SIZE > M ? M-j : BLOCK_SIZE);
12 K = (k + BLOCK_SIZE > M ? M-k : BLOCK_SIZE);
13 basic_dgemm(M, I, J, K, A + i + k*M,
14 B + k + j*M, C + i + j*M);
15 }
16 }
17 }

Note that the basic matrix multiply from Section III has been
modified to handle different maximum dimensions for i, j, and k.
Since the dimensions of the input matrices are arbitrary, some will not
be multiples of the block size (BS). As a result, we will often have
to pass the bounds for blocks that nominally would extend beyond
the end of the matrix.

A. Block Loop Reordering

One important thing to note is that by blocking we have another
series of loops to reorder. An examination of Code Block 3 should
indicate that our choice for this was a j, k, i reordering as in
Section IV.

The reasoning behind this is as follows: For large block sizes, the
ordering of the blocking loops in Code 3 does not matter much, as the
block represents a large fraction of the whole matrix. In such a case,
the effects of the inner loop on the cache will dominate. However,
for comparatively small block sizes such as BS = 16, the outer loop
will have an effect, as can be seen in Figure 3. The argument here is
essentially the same as given in Section IV. By that argument, the j,
k, i reordering performs best for the outer blocking loop. This holds
true across other block sizes, it just so happens that BS = 16 is
particularly illustrative.

B. Block Size

A critical parameter in the blocked code is the granularity at which
the matrices are blocked. On a cursory level, we can use the cache
size c of the processor to approximate the ideal block size b×b, with
double length d and cache line size l:



3

32 96    128 192 256 320 417 480    512 640 768
800

900

1000

1100

1200

1300

1400

Matrix Size

M
F

L
O

P
/s

MFLOP/s vs Matrix Size for Different Blocking Loop Reorderings (BS = 16)

 

 

kji kij jki jik ijk ikj

Fig. 3. MFLOP/s vs Matrix Size for different blocking loop reorderings with
BS = 16 and inner loop ordered j, k, i

b =

√
c× d

2× l
(1)

For the Xeon E5504 processors in our simulation cluster, with a
data L1 (DL1) cache size of 32 KB and an L2 size of 256 KB, we
find the ideal block sizes to be approximately 45 and 128. Figure 4
shows several block sizes investigated. We find that in practice, 45
tends to be a very poor block dimension, as it does not correspond
well to the cache structure, which is based off of powers of two. It
is worth noting that among the power-of-two block sizes, there isn’t
a clear winner. We discuss this further in Section V-C.

Dips in throughput appear for matrices whose dimension M is a
power of two. This is likely due to the fact that Equation 1 does
not account for an extra line in the cache, which must be used to
save the value of C that is currently being written. We chose not to
incorporate this extra line into our calculations for two reasons:

1) The cache line for C will only interfere with one set, so
modifying the equation would be highly conservative; and

2) As we saw already, the optimal performance is at a block size
that is much smaller than the optimal one produced by the
equation—this is because the equation does not account for
cache lines in the final block size.

Interestingly, the L2 cache does not affect the performance signifi-
cantly, mainly due to our exploiting locality in the high-speed cache.
This allows us to make infrequent requests to the L2 cache, thus
reducing the number of long-latency accesses. While we considered
two-level blocking (where the inner block size optimizes for the DL1
cache size and the outer block is sized for the L2), we used the
cache profiling tool Cachegrind [3], and found that the number of
L2 misses was significantly lower than DL1 misses. From this, we
decided that further optimizations which improve DL1 miss rates
were more critical.

One important factor currently being ignored is the associativity
of the cache. Due to the reordering of loops (see Section IV),
associativity becomes irrelevant, as we can alter the access patterns to
read the matrix in a contiguous order. In such a case, if we fully utilize
the cache, an ideal block size will equally distribute the matrix lines
amongst the cache sets. Since associativity was designed to mitigate
uneven accesses to a particular cache index, it does not provide us
with any tangible benefits in this scenario.
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Fig. 4. MFLOP/s vs Matrix Size for different block sizes where reordering
of inner and outer loops is j, k, i.

C. Variable Blocking

While fixed-size blocking does deliver better performance, it is
ignorant of the fact that different matrices will operate best using
different block sizes. Indeed, there are several crossings of the traces
for block sizes of 16, 32, and 64 in Figure 4. To remedy this, we use
a quick algorithm devised by Lam et al. which calculates the optimal
block size given a matrix size and an cache size [2]. A scatter plot
of optimal block sizes versus matrix sizes can be seen in Figure 5.
Of note is the fact that power-of-two matrix sizes all result in power-
of-two block sizes, but this is not the case for all matrix sizes.
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Fig. 5. Optimal Block Size vs Matrix Size, optimal meaning largest non-
self-interfering size.

The algorithm determines the largest square block that can be
operated on without self-interference, i.e. generating a high number of
conflict misses in the cache. As mentioned in Section V-B, we assume
that associativity is not a major factor, since we already incorporate
loop reordering.

Figure 4 shows improvements in performance for specific cases
from implementing variable block sizes. We see that the variable
sizes help mitigate some of the issues that were resulting from those
end blocks, which previously exhibited inefficient locality.

It is safe to say that variable blocking is not a panacea. Figure 4
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would suggest that variable blocking only conclusively does better
than a block size of 45. However, with other optimizations included,
variable blocking has non-negligible benefits to offer. This can be
seen in Figure 13, where variable blocking serves to reduce variation
across different matrix sizes. We discuss this further in Section IX.

VI. COPY OPTIMIZATIONS

A. Transposing Matrices

Concurrent with loop reordering, we studied the effect of trans-
posing the A matrix. That is, we initially make a copy of the matrix
before running the multiply algorithm. For the blocked version, we
chose not to do this inside the inner function, and instead performed
the copy once. This was done in order to reduce the number of times
data would have to be copied as blocks revisit source matrix blocks
when looping. We found that transposing the matrix did significantly
improve performance, and helped to prevent throughput tapering as
can be seen in Figure 6. While this helped for small matrix sizes,
performance benefits start to fall off as matrix sizes increase.
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Fig. 6. MFLOP/s vs Matrix Size for the Basic matrix multiply algorithm
compared to non-blocked copies of matrices A and C, A only, A only blocked
with BS = 64, and the optimal non-blocked loop reordering of j, k, i.

We also tried adding a transposition for matrix C. What we found
was a drop in our throughput. This is due to the fact that the C
matrix elements are not iterated over in the innermost loop, and once
they are written to, they are not visited again until much later in the
execution of the program. Thus, we only pay a copy overhead with
minimal benefits in return.

Ultimately, as expected, we found that matrix transposition and
loop reordering (discussed in Section IV) effectively perform the
same task. In fact, the optimal reordering performs better than our
best-performing matrix transpose, shown by the Loop Reorder (jki)
trace in Figure 6. The advantage of reordering is that no copy needs to
be performed on the source matrices. As a result, matrix transposition
was dropped from our code.

B. Copying Partial Values of the B Matrix

In Section IV, we mentioned that accesses to B are independent of
i. Rather than accessing B[j∗M+k] on every iteration of the loop on
i, we create a temporary variable which is changed on every iteration
of the loop on k. This eliminates the need for a load instruction every
time the value of B is accessed. Lines 4 and 6 of Code Block 4 show
the details of the change. As can be seen in Figure 7 this dramatically
improves performance.

Code Block 4. Copy Single Value of B Matrix (CopyB)
1 double b;
2 for (int j = 0; j < M; ++j) {
3 for (int k = 0; k < M; ++k) {
4 b = B[j*M + k];
5 for (int i = 0; i < M; ++i) {
6 C[j*M + i] += A[k*M + i] * b;
7 }
8 }
9 }

We re-ran Cachegrind to determine which lines in our code were
experiencing the greatest number of cache misses. What we found
was that Line 4 from Code Block 4 was still generating a high number
of misses, mainly because blocking the matrices meant that we were
still looping over several values of k in a short timespan. Using
this observation, we unrolled the k loop, exploiting the fact that a
cache line in our Xeon processor is 64 bytes, which can fit eight
double-precision floating point numbers. This suggests that unrolling
the loop eight times will be optimal, since storing an entire cache
line comes with no additional cache pressure. This way we further
improve spatial locality without any additional storage costs in the
cache. Our implementation can be seen in Code Block 5 for the
blocked multiply kernel.

Code Block 5. Copy B Value and Unroll k Loop Eight Times (CopyB8x)
1 double b1, b2, b3, b4, b5, b6, b7, b8;
2 for (j = 0; j < N; ++j) {
3 for (k = 0; k < (K - 7); k += 8) {
4 b1 = B[j*lda + k];
5 b2 = B[j*lda + k + 1];
6 b3 = B[j*lda + k + 2];
7 b4 = B[j*lda + k + 3];
8 b5 = B[j*lda + k + 4];
9 b6 = B[j*lda + k + 5];

10 b7 = B[j*lda + k + 6];
11 b8 = B[j*lda + k + 7];
12 for (i = 0; i < M; ++i) {
13 C[j*lda + i] += A[k*lda + i] * b1;
14 C[j*lda + i] += A[(k+1)*lda + i] * b2;
15 C[j*lda + i] += A[(k+2)*lda + i] * b3;
16 C[j*lda + i] += A[(k+3)*lda + i] * b4;
17 C[j*lda + i] += A[(k+4)*lda + i] * b5;
18 C[j*lda + i] += A[(k+5)*lda + i] * b6;
19 C[j*lda + i] += A[(k+6)*lda + i] * b7;
20 C[j*lda + i] += A[(k+7)*lda + i] * b8;
21 }
22 }
23 if(K % 8) {
24 do {
25 b1 = B[j*lda + k];
26 for (i = 0; i < M; ++i) {
27 C[j*lda + i] += A[k*lda + i] * b1;
28 }
29 }
30 while(++k < K);
31 }
32 }

As is the case with software unrolling, we need code at the end
of the unrolled loop to handle the situation when the data is not a
multiple of the unrolled count. This is handled by Lines 23-31 in
Code Block 5.

Figure 7 shows that increasing the number of unrollings we do
to 8 improves performance significantly. Figure 7 also shows the
performance improvements for 2, 4, and 16 unrollings. What we find
is that as expected, eight unrollings provide the optimal behavior.
The performance for 16 unrollings shows a marked degradation in
throughput, mainly because of the limited number of registers avail-
able within x86 architectures. Since the values cannot be maintained
in registers at all times, we find that the code regresses back to its
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Fig. 7. MFLOP/s vs Matrix Size for different numbers of B access
unrollings. Block sizes are variable as discussed in Section V-C. Note that
both the -funroll-loops compile-time flag and the restrict keyword were
specified.

previous behavior, where many of the values of B must be copied
from memory.

VII. C LANGUAGE KEYWORDS

A. Register

As we saw in Section VI-B, saving values of B to a single cache
line yields a dramatic increase in performance. To further improve
this, we added the register keyword to the values. The register
keyword tells the compiler to allocate a dedicated register for the
values.

What we found was that the keyword had negligible impact on
performance, which was likely noise in the results. The reason for
this is because our previous optimization already removed the need
to constantly re-load the value of B currently being used. As a result,
this was effectively performing the same behavior as the register
keyword.

B. Restrict

One issue that prevents the compiler from improving code sequenc-
ing is memory aliasing. When dealing with pointers, there is no way
in C to guarantee that the pointers are not pointing to overlapping
memory values. As a result, the compiler cannot perform automatic
unrolling, and cannot reorder code due to the potential for loop-
carried data dependencies.

The restrict keyword informs the compiler that the pointers being
manipulated do not have any overlap. Since we allocate memory for
our matrices independently, and since we do not change the value
of the head pointer, we can guarantee that the memory accesses
will never interfere. By adding the restrict keyword to our matrix
accesses, we see that performance improves significantly, as can be
seen in Figure 12. A removal of the restrict keyword causes a drop
in the mean MFLOP/s from 2543 to 1653 and almost a 3x increase
in the standard deviation across all matrix sizes.

VIII. COMPILER OPTIMIZATION STUDY

All analysis done in this section has been performed with the fol-
lowing code optimizations as a baseline: loop reordering (Section IV,
variable blocking (Section V-C), copying and manual unrolling of

the B matrix (Section VI-B), and using the restrict keyword (Sec-
tion VII-B). As discussed, these optimizations provided significant
speedups over the baseline algorithm, resulting so far in an average
throughput of 2153 MFLOP/s.
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Fig. 8. MFLOP/s vs Matrix Size for architecture non-specific compiler flags:
-funroll-loops, -funroll-all-loops, and -ffast-math.

A. Loop Unrolling

Despite the manual loop unrolling performed, we wanted to
use compiler-automated loop unrolling to see if GCC could find
additional opportunities to exploit. There are two flags that we used to
perform unrolling. The first, -funroll-loops, unrolls those loops
where the number of loop iterations is known either at compilation
or, if it is known at the time the loop is first entered, at run-time. The
second, -funroll-all-loops, will unroll all loops regardless of
whether the iteration count is known ahead of time.

Figure 8 shows the improvements from these compiler flags. We
see that -funroll-loops performs quite well, and is exploiting
unrolling for several loops that we have not done by hand. However,
-funroll-all-loops does not improve performance at all, and
in fact drops significantly for matrix sizes larger than 512. As a result,
we will not evaluate the -funroll-all-loops flag further.

B. Fast Floating Point Math

Since our computations involve large numbers of doubles, we can
try to speed up floating point arithmetic using the -ffast-math
flag. This comes at the expense of accuracy with respect to the IEEE
754 standard for floating point numbers. As our test bench has error
tolerance checking built-in, we can make sure that this optimization
does not produce significant disparities.

Figure 8 illustrates how -ffast-math improves throughput. As
we will see in Section IX, these benefits are not essential to our final
performance.

C. Architecture-Specific Flags

As mentioned in Section II, our simulation infrastructure consists
of Intel Xeon E5504 cores. Of note, these processors are part of the
Core i7 family. GCC contains support for compiling Core i7 specific
instructions, starting from version 4.6. Unfortunately, the version of
the compiler which we have available is GCC 4.4.3.

As an alternative, we tried two flags to observe their effects on our
binary. The first, -march=core2, tells GCC to target an Intel Core
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Fig. 9. MFLOP/s vs Matrix Size for architecture non-specific compiler
flags: -march=core2, -march=native, -ftree-vectorize, and the
combination of -msse4 and -mfpmath=sse.

2 processor family. We attempted this because the Core i7 family is
a successor to the Core 2 line, and there may be enough similarities
to show a performance gain. The second flag, -march=native, is
meant to tell GCC to target the processor which it is compiling on.

Figure 9 shows the outcome of these flags. The Core 2 instructions
provide a large performance boost for all of the smaller matrix sizes.
While the Core i7 is a different family, it has the same general
pipeline architecture as the Core 2, and likely supports all of its
custom instructions. In contrast, we see that the -march=native
does not do very well—this is likely because GCC cannot success-
fully identify the platform on which it us running.

D. Vectorization

One opportunity that we have yet to exploit is the potential data-
parallel nature of our computation. This property would allow us to
pack several arithmetic operations into a single vector instruction.
While most of our previous optimizations have focused on reducing
total memory access latency, these instructions would allow us to
speed up computation time. There are two sets of flags that we
tried. The -ftree-vectorize flag tells GCC to automatically
use the SSE instruction set where it deems appropriate. In contrast,
the flag pairs -msse4 and -mfpmath=sse inform the compiler
that it should explicitly use the SSE 4 ISA extensions, and that it
should perform floating point math using these. However, these are
not vector instructions per se, but rather scalar instructions executing
on the SSE units.

Figure 9 shows how these flags perform. Both sets of optimizations
perform great across the board, improving throughput for all matrix
sizes. Notably, the graphs for these optimizations, as well as the
baseline, follow the same general trend (i.e., similar peaks and dips).
This implies, correctly, that these optimizations do not have any effect
on the cache behavior of the algorithm, and instead provide their
benefits through arithmetic parallelization.

E. GCC Optimization Levels

The GCC compiler bundles a number of standard optimizations
together into three optimization levels. Up to now, all of the results
we have presented were compiled using the -O3 flag, which has
GCC aggressively optimize the binary. However, the -O3 flag is
not always beneficial, as it can be overly opportunistic and can

unintentionally hurt performance. As a result, we decided to evaluate
the three optimization levels (-O1, -O2, -O3) against an execution
with all optimizations turned off (-O0).
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Fig. 10. MFLOP/s vs Matrix Size for different compiler optimization levels

Figure 10 compares these optimization levels. We can see that -O2
does the best, confirming that a higher optimization level does not
necessarily correspond to a better executable. The -O1 level performs
much worse, and without any optimizations, the application gives
abysmal throughput. We will revisit these flags in Section IX, For
now, we continue to use -O3 for all of our experiments.

IX. EVALUATION OF OPTIMIZED DESIGN

A. Removing Unnecessary Flags

When we put all of the optimizations, we oddly see that perfor-
mance drops notably (Figure 11). What this likely means is that a
number of the compiler optimizations are interfering with each other.
To weed out the unnecessary compiler optimizations, we remove them
one at a time from the configuration. In this section, for brevity, we
show a linear progression of removal, starting with the flags whose
removal resulted in the most positive impact.

Figure 11 shows the result of removing these options one
at a time. We start from the full configuration—loop unrolling,
variable blocking, copying and unrolling the B matrix, using
the restrict keyword, -funroll-loops, -ffast-math,
-ftree-vectorize, -march=core2, -mfpmath=sse,
and -msse4. We remove optimizations in the following
order: -ftree-vectorize, mfpmath=sse and -msse4,
-march=core2, and -ffast-math. In each case, removing the
flag either has no bearing on performance, or provides a non-trivial
boost. In all, we jump from an average throughput of 2276 MFLOP/s
to 2545 MFLOP/s.

We also examine our other optimizations, including the compiler
flag -funroll-loops and all of our code optimizations, to make
sure that they are indeed effective. Figures 12 and 13 show the impact
on performance as we remove each of these components. We see that
all of these optimizations contribute to the final performance of our
algorithm.

This results in a final configuration which includes:
• Loop reordering
• Variable blocking
• Copying and unrolling the B matrix eight times
• The restrict keyword, and
• The -funroll-loops flag.
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Fig. 11. MFLOP/s vs Matrix Size for Successive Removal of
Following Flags: -ftree-vectorize, mfpmath=sse and -msse4,
-march=core2, and -ffast-math
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Fig. 12. MFLOP/s vs Matrix Size for the Removal of Loop Reordering, the
restrict Keyword, and Copy/Unrolling Optimizations for the B Matrix

B. Performance of Variable Blocking Optimization

Figure 13 also allows us to observe the actual impact of variable
blocking. When evaluated independently in Section V-C, we saw that
variable blocking did not perform as well as choosing a fixed block
size. However, we can see here that when combined with our other
optimizations, variable blocking does indeed outperform the static
blocking value of BS = 32.

One thing to note is that there are several data points where a
fixed block size still outperforms variable blocking–notably, between
matrix sizes of 257 and 511, inclusive. What this means is that our
variable blocking algorithm is sub-optimal. Some possible reasons
for this include its lack of consideration for the L2 and L3 cache
structures, potential associativity collisions within a set between
matrices A and B, and the data access pattern resulting from the
outer block loop. Future work should include a modification to this
algorithm to account for these factors. A naive optimization would
be to set BS = 32 for matrix sizes between 257 and 511.
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Fig. 13. MFLOP/s vs Matrix Size for the Removal of Blocking, Variable
Blocking, and the -funroll-loops Flag – BS = 32 for non-variable
blocking.

C. Comparing Automatic Loop Unrolling and Tree Vectorization

Looking closely at Figure 8, we can see that for some matrix
sizes, the -ftree-vectorize flag outperforms our results for
the selected configuration. Figure 14 shows the two plotted against
each other, as well as a third plot that combines the optimizations.
What we find is that the values are remarkably close. In fact, the
average throughput for our selected combination is 2545 MFLOP/s,
while the average for tree vectorization is 2537 MFLOP/s, within the
noise margin. We selected the loop unrolling optimization because
its standard deviation was lower—117 MFLOP/s vs. 141 MFLOP/s.
Our hope is that a more consistent behavior will lead to a lower
potential for drastic fluctuations for untested matrix sizes. We did
not choose the combined configuration, as the extra flag does not
contribute significantly to performance on average.
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Fig. 14. MFLOP/s vs Matrix Size, comparing the effects of the
-funroll-loops and -ftree-vectorize flags

D. Revisiting GCC Optimization Levels

In Section VIII-E, we saw that the -O2 flag performed the best
out of all of the standard GCC optimization levels. We revisit these
levels now that we have our final optimization configuration selected.
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Figure 15 shows that there is a negligible difference between the
performance of the -O2 and -O3 flags. No clear winner emerges
from these, and it is safe to say that an optimization level of -O2
will suffice, due to its lack of making risky enhancements that do not
always pay off.
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Fig. 15. MFLOP/s vs Matrix Size for different compiler optimization levels,
with all other optimizations enabled

X. CONCLUSION

We have made several alterations to the basic matrix multiply algo-
rithm in an attempt to improve its throughput on an Intel Xeon E5504
quad-core processor. Through experimentation, we have discovered
the following optimal configuration from the various alternatives that
we explored:

• Loop reordering
• Variable blocking
• Copying and unrolling the B matrix eight times
• The restrict keyword,
• The -funroll-loops flag, and
• The -O2 optimization flag.
Using these combined optimizations, we can increase from an

average throughput of 735 MFLOP/s to 2545 MFLOP/s.
Several optimizations are left to future work. These include ad-

dressing the L3 cache size effects. As can be seen in each of the
graphs, our optimizations all show a noticeable dip at a matrix size
of 512, which corresponds to the maximum block size that fits within
the L3 cache. Other optimizations include padding the matrices to
divide evenly into blocks, revisiting matrix transpose optimizations,
and explicitly coding SSE instructions.
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